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ABSTRACT

Lucky imaging is a proven technique for near diffraction limited imaging in the visible; however, data reduction
and analysis techniques are relatively unexplored in the literature. In this paper we use both simulated and real
data to test and calibrate improved guide star registration methods and noise reduction techniques. In doing
so we have produced a set of “best practice” recommendations. We show a predicted relative increase in Strehl
ratio of ∼ 50% compared to previous methods when using faint guide stars of ∼17th magnitude in I band, and
demonstrate an increase of 33% in a real data test case. We also demonstrate excellent signal to noise in real
data at flux rates less than 0.01 photo-electrons per pixel per short exposure above the background flux level.

Keywords: instrumentation: high angular resolution —methods: data analysis — techniques: high angular
resolution — techniques: image processing

1. INTRODUCTION

Lucky imaging is a proven technique for near diffraction limited imaging on 2-4 metre class telescopes.1–3 The
continued development of electron multiplying CCDs (EMCCDs) is leading to larger device formats and faster
read times while retaining extremely low noise levels. This means that lucky imaging can now be applied to wide
fields of view while matching the frame rate to typical atmospheric coherence timescales. However, while proven
to be effective, lucky imaging data reduction methods still offer considerable scope for making better use of the
huge amounts of data recorded.

2. LUCKY IMAGING FOR OPTIMUM RESOLUTION

2.1 Processes that degrade image resolution

The limit of resolution achievable with a telescope is determined by the ideal point spread function, usually
closely approximated by an Airy disc (neglecting the effects of telescope aberrations, secondary mirror support
structures, etc.). In a short exposure taken from the ground, the noise-free point spread function (PSF) is well
modelled by a convolution of this ideal PSF with the short exposure atmospheric reponse function and the pixel
response function. The resulting “effective PSF”4 is then sampled at regular intervals.

Lucky imaging works due to 2 key reasons. First; this short exposure point spread function contains infor-
mation at high-spatial frequencies that is lost in a long exposure, and second, the severity of the atmospheric
distortion varies, with some short exposures largely resembling an Airy disc. When we take enough short expo-
sures to adequately sample the ensemble of random atmospheric distortions, and co-add them about the points
of highest intensity, we recover a PSF well described by:1,2
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Where on the right hand side PSFth is well modelled by an Airy disc, which is then convolved with a Gaussian
blurring function of parameter σg. W is a weighting constant between 0 and 1, and the first term on the right
hand side represents a Moffat function of parameters σm and β. The result is an Airy disc blurred by a Gaussian
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function, with a Moffat halo. This radially symmetric sum of a convolved Airy function and a Moffat function
results from the points of peak intensity adding coherently to form the Airy core, while secondary peaks (or
“speckles,” as they are often referred to) add incoherently resulting in the uniform halo. While the fraction of
the energy contained in the halo of the PSF is likely to be entirely determined by the atmospheric conditions
(and the optical quality of the telescope and camera), the Gaussian blurring of the Airy core is the result of a
series of effects. Some of these effects are inherent in the atmospheric conditions and imaging system and should
be considered at the design phase, while some can be altered and optimised when performing data reduction.

The initial blurring of the Airy core will be due to the fact that the short exposures are never perfectly
formed Airy discs unless the D/r0 ratio is close to one, or less.5 However, there is rapid variation in both the
level of atmospheric distortion, and the location of peak intensity, and this constant shifting of the PSF in the
focal plane will also cause a blurring effect. This can be minimized by running the detector at a frame rate high
enough to adequately sample the atmospheric timescale. We also require that the D/r0 ratio is ∼7 or lower so
that the flux in at least a small percentage of the short exposures is largely concentrated in an Airy core, and
that the telescope optics are of sufficient quality.5,6

The second effect inherent in the imaging system is pixellation, as determined by the camera optics and the
pixel pitch of the detector. This is of greater importance in lucky imaging even when compared to other high-
resolution applications such as adaptive optics, because lucky imaging relies heavily upon image reconstruction
methods to recombine many frames, typically making use of the Drizzle algorithm. As such the underlying image
is convolved by the pixel response function several times.7

Finally we come to the issues which should be optimised when designing the data reduction pipeline — frame
registration and selection. By this we mean the process of locating the point of peak intensity, and estimating
the quality of the short exposure. If we consider a series of short exposures registered perfectly about their
exact location of peak intensity, the drizzled image resulting from their recombination should have a Strehl ratio
approximately equal to the average of the Strehl ratios of the individual short exposures, albeit reduced slightly
due to pixellation effects. However, if random translation error is introduced into the frame registration then a
PSF reconstructed from a sufficient number of samples will be convolved by the shape of the error distribution.
Obviously, in real data we can never perfectly register short exposures because of the effects of photon shot noise
and detector noise, and so the challenge becomes that of registering the frames with minimal error, resulting in
minimal resolution loss. Similarly, we can only usefully select short exposures of higher quality if our analysis
algorithm can reliably estimate the short exposure Strehl to within some reasonable error margin, using noisy
data.

2.2 Simulation methods

In order to test various data reduction methods under controlled conditions we have written code to perform end
to end Monte Carlo simulation of an idealised lucky imaging system. We used a modified version of Arroyo8 to
produce time evolving short exposure images, oversampled at 8 times the Nyquist rate and sampled at 0.01 second
intervals. Custom code was then used to rebin the images to represent Nyquist rate pixel spacing and realistic
exposure times before the stochastic processes of photon arrival and detector response were simulated to produce
realistic images. In all cases a telescope of primary aperture diameter 2.5m and secondary obstruction diameter
0.5m was simulated, corresponding approximately to the Nordic Optical Telescope. Atmospheric parameters were
simulated using 2 layers of turbulence with a range of seeing from 0.4 to 0.8 arcseconds full width at half maximum
(FWHM)∗. For each set of parameters probed, 5 independent simulations each representing 45 seconds of total
exposure time were performed. Longer timescales were prohibited by computational requirements. While this
is a relatively small sample, comparison among the independent simulations suggested scatter in the quantities
measured was small.

2.3 Frame registration and evaluation methods

As described in section 2.1, the algorithm used to estimate the position of a guide star PSF is crucial for lucky
imaging. The accuracy, and the efficacy at low light levels, of this algorithm will place limits on the resolution
∗As measured at 500nm - the short exposures simulate a filter of central wavelength 770nm and therefore have slightly

improved FWHM.



of the final images and determine the faint limit for a guide star. We also wish to use the guide star to estimate
the relative quality of the data in each frame, so that we can selectively recombine the raw data for optimum
resolution. Finally, although lucky imaging data is currently stored to disk in full, with analysis performed
post-capture, it is preferable to have a computationally efficient algorithm for reasons of practicality and with
the aim of enabling real-time lucky imaging in future projects.

One method of centring upon the brighest speckle is simply to use the brightest pixel, but this lacks sub-pixel
accuracy and is highly susceptible to per-pixel noise. The need to quantify the quality of the PSF based on noisy
data suggests cross-correlation with a reference (often referred to in the literature simply as “correlation”) as the
most applicable algorithm. Reference 9 found cross-correlation to be a successful method for spot-centring but
rejected it as unnecessarily computationally expensive for the SH-WFS case. As such the registration algorithms
analysed here are both essentially cross-correlation based, but with different implementation details.

2.3.1 Reference choice

Adopting the notation of reference 10, we note that for Gaussian noise the maximum likelihood estimator of the
shift between two images is equivalent to maximising :

C[m,n] = s ∗ r =
∑
i

∑
j

s[i, j]r[i−m, j − n] (2)

-the cross-correlation or convolution of s with r at a pixel offset [m,n], where r is the noise free “reference”
image† and s is noisy signal data, so that ideally s = r + n where n is Gaussian noise in each pixel.

In other words, when using cross-correlation to determine the shift of a fixed underlying image signal with
Gaussian pixel noise, the ideal reference is simply a noise free version of the same image. However in lucky imaging
the noise-free signal (the PSF) is constantly changing due to atmospheric turbulence, and noise is not simply
Gaussian. As a result reference choice is a non-trivial matter. We must use cross correlation with a reference
that is of at least 2 pixels diameter to increase the signal to noise ratio by utilising information from multiple
pixels. However, the reference must be sharply enough peaked or of a small enough diameter that secondary
speckles do not cause the peak cross-correlation to deviate from the brightest speckle location, otherwise the
shift determination accuracy will degrade back to that of the centroiding method.

In the case of a bright guide star and very good seeing, there is a logical choice for a reference model that will
find the brightest speckle location: An Airy disc truncated at the first minima should encompass ∼ 80% of the
light contained in a PSF during a moment of good seeing, allowing for near optimum signal to noise in the shift
determination, while being unaffected by any secondary speckles further than the first Airy ring from the bright
speckle. The strength of the cross-correlation signal will also be a good estimator of exposure quality, since if
the PSF is distorted then less flux from the guide star will remain in the central core, resulting in a lower peak
cross-correlation. Cross-correlation with an Airy disc is the “standard” method used in previous lucky imaging
campaigns and described in reference 1.

When faint guide stars are used the situation is less clear. For an image with pure Poisson shot noise rather
than Gaussian noise - such as a low light level image with no readout noise - the maximum likelihood shift
estimator is equivalent to maximising

Clog[m,n] =
∑
i

∑
j

s[i, j]log(r[i−m, j − n]) (3)

i.e. the convolution of s with the an image whose pixel values are equal to the log of the reference image pixel
values.11 We shall refer to this as the “log reference” or “log valued reference.”

This can be understood at an intuitive level by considering the fact that low mean Poisson distributions
have much larger positive skewness (longer tails) than a Gaussian of the same mean. This results in a higher
frequency of events where, for example, several photons arrive at one position in the faint halo of the PSF. A
sharply peaked correlation reference will produce higher error in such cases than a smoother reference, as it may
†Sometimes referred to as the “kernel” of the convolution.



result in the cross correlation profile peaking at the halo photon event. The prescription above results in the
optimum alteration to try and desensitise the algorithm to such events.

This insight is important because in Lucky Imaging not only do we often deal with images at low light levels,
there is also a second source of positive skewness in the pixel data — the stochastic electron-multiplying CCD
gain process as described in reference 12.

As such, there is a trade off between optimising the correlation reference for insensitivity to photon and
stochastic gain noise (which requires a wide, smoothly peaked profile) and optimising it for insensitivity to
atmospheric noise (which requires a small, sharply peaked profile). We have attempted to probe this trade off,
and determine the best reference to use under various observing conditions empirically, using simulated and real
data.

Figure 1. A plot of the Strehl ratios resulting from processing the same simulated data sets at different guide star flux
levels, and with different registration methods. The data was simulated at a seeing FWHM of 0.6 arcseconds. Stochastic
EMCCD gain was simulated at 10 times the readout standard deviation, with an average background sky flux of 0.04
photons per pixel. The Strehl ratios result from selecting the best 20 percent of the images using the quality rankings
estimated by the same method as was used to register the position. The simulations suggest that for stars with flux fainter
than about 400 photo-electrons per frame, the log reference is more effective, giving a simulated Strehl ratio ∼ 50% higher
at lower flux levels. A short exposure flux of 400 photo-electrons corresponds approximately to Mi = 15.5 in our recent
dataset taken at the Nordic Optical Telescope). The plot also suggests near optimal performance with guide stars as faint
as Mi ≈ 16, in agreement with previous work.1

2.4 Results using different cross-correlation references

Simulations suggest that, as expected, there is a trade off to be made in the choice of reference - a sharply
peaked cross-correlation reference is less sensitive to atmospheric effects (i.e. secondary speckles) but a smoother
reference is less sensitive to photon shot noise. Figure 1 shows the relative Strehl ratios achieved with the
datasets produced at various simulated flux levels. As can be seen in the plot, for the conditions simulated the
log-valued reference is more effective than the regular reference for flux levels less than about 400 photons per
frame, corresponding to a magnitude of about Mi = 15.5 in the real data. Although we expect similar qualitative
results in real data, differing atmospheric conditions and potentially un-modelled detector effects may change this



cross-over point, and we leave more extensive testing to a future paper. However, figure 2 gives an illustration of
the improved performance by making this small change to the algorithm. The images show the Einstein cross,
and were produced by guiding on the magnitude Mi ≈ 18 star to the North-East. Figure 3 shows a wider field of
view, where the data has been reduced guiding on the brightest source in the Einstein cross, which has magnitude
Mi ≈ 17,13 alongside the same field from Hubble Space Telescope data for comparison.

Figure 2. The Einstein cross, reduced by guiding on a nearby star of magnitude Mi ≈ 18. Left image was reduced using a
log reference to register the guide star position, right image used a regular (linear) reference. Strehl ratio is ∼ 33% higher
in left image (i.e. log reference). Figure 3 gives a wider view of the field.

3. LUCKY IMAGING FOR OPTIMUM SIGNAL TO NOISE RATIO

3.1 Optimum threshold levels for photon counting

The stochastic nature of the signal multiplication in EMCCDs introduces an extra source of variability, so that
compared to the ideal case of purely photon shot noise an EMCCD at high light levels will experience signal
variation larger by a factor of

√
2 - this is termed the “excess noise factor”.12 At low light levels (where the

mean photon flux per pixel per frame is much less than 1) we can be reasonably confident that any given pixel
only receives 0 or 1 photo-electrons per exposure. In this case we can exploit the fact that most photon events
result in values many times the RMS background noise above the background to reduce this signal variation by
employing a pixel thresholding scheme. In the case of low light levels this is referred to as photon counting (PC).
References 12 and 14 have explored the possibility of extending this to higher light levels via either multiple
thresholds or Bayesian estimators. However there are a number of practical issues with these schemes.

Firstly, they require excellent knowledge of the gain level, which must be both well controlled during data
acquisition and measured with high precision during data reduction. The scheme of reference 12 does not account
for CIC effects, and it seems likely that these would also have to be well calibrated if a similar scheme were to
be applied. The scheme of reference 14 requires the mean light level on every pixel to be constant so that
an optimum Bayesian estimator can be chosen - in application to lucky imaging they suggest thresholding on
frames which have been already recentred using the guide star. This is not entirely unfeasible but would be
computationally expensive, prone to error, and does not account for anisoplanatic effects.

As a result we have chosen to focus on photon counting methods‡. Thresholding is at any rate most needed
at low light levels where the it can be shown that the detector noise would otherwise dominate over the photon
‡To our knowledge no-one has yet applied high light level thresholding schemes to lucky imaging data in practice.



Figure 3. Right image: The Einstein cross as seen by HST/WFPC2 (proposal ID 05937). Left image: The same field
produced with a 25 percent selection from 5 minutes of exposures taken with the Cambridge lucky imaging camera on the
Nordic Optical Telescope. DIMM measurements suggest seeing FWHM was 0.56 arcseconds. The magnitude Mi ≈ 1713

guide star used to produce this image is marked with an X. The magnitude Mi ≈ 18 star used to produce the images in
figure 2 is circled.

shot and stochastic multiplication noise. Figure 4 illustrates this drop in SNR.

The question of optimum threshold choice for photon counting was partially treated in section 2 of reference 14
but in that paper the authors focused on optimizing the exposure time, and hence light level, alongside the
threshold to achieve a minimum “misfit,” i.e. to ensure absolute photon count estimations were as close as possible
to their true values. In contrast, we assume that true photon counts can be estimated from the thresholded values,
and focus on achieving optimum signal to noise in the thresholded estimate, accounting for the fact that too
high a threshold will result in reduced effective flux levels and consequently higher photon shot noise.

Finally, in lucky imaging data there is always a range of light levels in a field of view, and so we also explore
the effectiveness of applying a single threshold over a range of light levels, relative to the optimum.

3.1.1 Choosing the threshold grey level to achieve best signal to noise

For sufficiently low flux levels we can assume that the chance of 2 or more photons being incident on the same
pixel is small (e.g. for µ = 0.2, P (n = 2) ≈ 0.016). With this prior condition we can set a grey-level threshold
such that pixels are assigned exactly 1 or 0 photons depending on whether the grey-level is above or below the
threshold. This processing of the data removes the stochastic multiplication effect, and also cuts out much of
the noise resulting from readout variation, but it also lowers the effective light level, and so we look to the signal
to noise equation to try and determine the most effective threshold level.

It can be shown that, under reasonable assumptions about the detector characteristics, the signal to noise
(SNR) equation for thresholded data is:

SNR =
e−T/gsµ√

e−T/gsµ+ (1− µ)
(
λpare−T/gs + λsere−T/gc + Φ(−T/r)

) (4)

where µ is the mean photon flux in photons per pixel per frame, r is the standard deviation of the readout
noise, gs is The average gain level for a photo-electron (signal gain), gc is The average gain level experienced by
a clock induced charge (CIC) electron, λpar and λser are the respective frequencies of frame transfer CIC events
and serial register CIC events, T is the threshold level, and Φ(t) represents the CDF of a normal distribution.



Figure 4. Signal to Noise at various light levels for an analogue mode EMCCD, relative to the ideal case of purely photon
shot noise. This is equivalent to 1/E. Dashed line denotes high flux asymptote of 1/

√
2. Detector parameters used to

generate the plot were: r = 1, gs=10, gcic=6, λpar=0.03, λser=0.01. It is clear that for these detector characteristics
analogue mode SNR drops off steeply below flux of about 0.2.

Intuitively the problem can be best understood as a case of finding the lowest threshold point (minimal T) at
which more signal (photo-electron) events are still being passed than noise events.

For a given set of detector characteristics (readout rms r, gain level gs, CIC characteristics λ,gcic) we can
now go about choosing a threshold level that produces the best signal to noise ratio for a given target brightness
n.

3.1.2 Threshold Optimization for a range of light levels

Figure 5 shows a plot of the optimum threshold level over a range of photon-fluxes. Although the optimum
threshold varies considerably, the loss of SNR as the threshold is changed from the optimum is actually quite
slow. As a result, choosing a single threshold level optimum for a mid-range flux intensity results in near optimum
signal to noise over a wide range of light levels, as illustrated in figure 6.

3.2 Results of applying thresholding techniques to real data

To assess the impact of applying photon counting techiques to real data, we undertook a brief analysis of a sample
dataset - 1 hour of short exposures of the radio active galaxy 3C405, taken under excellent seeing conditions of
∼0.4 arcseconds seeing FWHM. The guide star is about 20 arcseconds from the centre of the field of view, and
was imaged on a separate CCD. FWHM at this radius from the guide star was estimated at ∼0.25 arcseconds.
This is an unusually long timespan dataset, as previous lucky imaging campaigns have largely focused on rapid
surveys of binarity, etc.

The dataset was reduced in the usual manner and final images were produced using a 50 percent selection of
the dataset, applying both the standard analogue treatment and photon counting thresholding technique. We
then compared the SNR for both a resolved region of extended emission in the galaxy profile (solid line box
in figure 7) and for 3 faint point sources (solid line circles in the figure). For the region of extended emission
we estimated background level and variance using a remote region which was judged to only contain sky pixels



Figure 5. Optimum threshold level over a range of flux levels.

Figure 6. Comparison of relative signal to noise. Short dashes represent SNR for a fixed threshold of 2.65 times the
readout RMS (optimal for a flux of 0.1 photo-electrons per pixel per frame), while the solid line represents SNR for the
optimal threshold at each level. The resulting SNRs are close enough that the lines are overlaid for much of the plot.
Detector parameters are the same as for figure 4.



Figure 7. The image used to compare the SNR for analogue mode and photon counting mode reduction techniques. This
is a fully reduced image of the radio active galaxy 3C405 composed from a 50 percent selection drawn from ∼75000 short
exposures taken over 1 hour. North is up and East to the left.
The colour scale is a square root stretch from 0.0 to 0.05, counts are in photo-electrons per short exposure.
The dashed regions were used to estimate the background sky flux and noise variance levels, while the solid line regions
are photometric apertures used to estimate signal in the images. More details can be found in the text.



(dashed box in the figure), while for the point sources we used an annulus around the photometric aperture
(dashed circles denote outer radius, inner radius was set at photometric aperture boundary). The signal to noise
ratio was then estimated using the formula:

SNR =
F − (Nphot × b)√

Nphot × σ2
(5)

where b and σ are the mean value and variance of the relevant background pixels, F is the sum flux of the pixels
in the photometric aperture, and Nphot is the number of pixels in the photometric aperture.

Numbering the stars 1 through 3 from left to right, the results are:

Region Analogue SNR Photon Counting SNR SNR Increase
Galaxy region 239 391 63.5%
Star 1 4.55 4.28 -6%
Star 2 2.44 3.46 42%
Star 3 5.12 6.24 22%

The decrease in SNR for star 1 is due to a relatively increased variance in the annulus used to determine the
local background — while not immediately apparent in the image, inspection at high contrast shows that star 1
is in a region of relatively steep decline of the faint wings of the galaxy. As such the background variability is
largely due to real signal variation which would need to be modelled and subtracted. Stars 2 and 3 also suffer
from this, but to a lesser extent such that it is not the dominant source of background variation. This is, of
course, a quick and crude comparative test - more optimal SNR ratios could be achieved through PSF fitting.
We note that the peak pixel in the region of star 2 has a photon-flux per frame of only 0.005 above the sky flux
level - i.e one excess photon in 200 short exposures, on average.

Thresholding techniques are clearly useful at these low light levels, and have potential to further the limits
of lucky imaging, especially as the detectors continue to improve and produce lower CIC levels.

4. PRACTICAL CONSIDERATIONS FOR DATA ACQUISITION AND PIPELINE
IMPLEMENTATION

4.1 Data acquisition, compression and storage

EMCCDs by design are well suited to imaging at high frame rates and low light levels, where a conventional
CCD would have a readout noise level far above the signal. As a result it is relatively easy to build an EMCCD
imaging system with extremely high data acquisition requirements. As an example,the 4 CCD camera used
by the Cambridge Lucky imaging group in summer 2009 produced ∼ 4.5 megapixels of data per exposure at a
frame rate of 21 hz, or 188MB/sec if the data is stored naively at 16 bits per pixel. Sustained data write rates
of 100MB/sec are about the limit of what can be achieved with recent off-the-shelf computing hardware, which
leaves the user with 3 choices: high-end data storage solutions, real-time processing, or compression.

Fortunately, in the case of lucky imaging at least, the data lends itself easily to compression. The pixel data
output from our camera is represented by 14-bits per pixel. For a typical astronomical exposure the majority
of these pixels are dark, i.e. they do not contain photo-electrons. As such the values are distributed by a
Gaussian curve about the zero level, and most are within say, 255 data numbers of the mean. Past lucky imaging
campaigns utilised a simple compression system whereby dark pixels are represented by one byte, and pixels
outside the range -128 to 127 were represented by 3 bytes- 1 key byte follow by 2 data bytes.1 The latest version
of the Cambridge lucky group’s data acquisition software takes this concept one stage further; varying storage
sizes at the bit, rather than byte, level. For each exposure a histogram is generated and analysed. Depending
upon the value range of the pixels, the majority of the pixels in an image will then be typically represented by
5 or 6 bits, with high valued pixels represented by 14 bits. The pixel representations are then combined into
a conventional stream of 8-bit bytes using bitwise operations. Higher compression rates could be achieved by
using the Rice algorithm as implemented in the CFITSIO library, but any algorithm must be low enough in



complexity to keep up with the data rate while allowing sufficient remaining CPU time to deal with all other
aspects of the data acquisition process. This simple algorithm is relatively easy to implement and optimise, and
serves well in practice.

4.2 Pipeline architecture and implementation

The particular needs of a lucky imaging data reduction pipeline — high efficiency, custom decompression, large
but fairly homogenous data sets — resulted in the decision to write a pipeline from scratch, rather than attempt
scripting via IRAF, IDL or some other high level language. The code base has been written from the ground up
in C++ with the goals of being both object orientated and easily separable into modules, which allows for rapid
development, testing and debugging. In addition the code has been written with “best practice” ideals in mind.
The code base is now quite well featured, including specialised modules for drizzling, interpolation, convolution,
data calibration, etc.

It became apparent early in the development that a lot of code complexity arose due to the complicated
interplay of different co-ordinate systems used for pixel indexing, describing sub-pixel locations, and for dealing
with pixels at different scales (e.g. when creating an interpolated or drizzled image). To alleviate confusion,
different C++ classes are used to represent each type of co-ordinate system - thereby causing code to throw
errors at compile time if the wrong co-ordinate type is used for a particular purpose. The class used to represent
an image carries information on its outline position and pixel scale relative to some global co-ordinate system,
thereby allowing easy conversion between different frames of reference. This works rather nicely in practice,
creating code that is shorter, easier to read and maintain, and no less efficient if coded carefully. Another point
of note is the addition of a pixel iteration class which ensures pixel values are always accessed in the same order
they are stored in memory, to improve performance and ease the writing of code which loops over pixel arrays -
these can be initialised to only loop over a subset of an image, for example.

In terms of efficiency, the code has been both optimised and multi-threaded. Optimisation was undertaken
using the C++ profiling tool set Valgrind to identify bottlenecks and memory cache misses. The computationally
intensive stages of the data reduction process have been multithreaded using the open source Intel TBB package.
This includes a “Pipeline” class which maps exceedingly well to our needs, allowing for simultaneous data access
and processing across multiple threads. As a result, on our reduction workstation the pipeline will process data
as fast as it can be read from the disk, typically ∼80MB/sec.

The reduction is currently a 2 stage process - in a first pass, the data is cleaned, calibration data is taken, and
guide star frames are registered. In the second pass this information is used to create drizzled recombinations at
different selection levels. The drizzle process maintains 2 versions of the final image in parallel - one thresholded
image, one treated in the normal analogue manner - so both of these are produced in a single run. Of course, the
thresholded image becomes non-linear in regions of flux above ∼0.2 photons per frame, but the analogue image
can be used to determine which regions of the field are above this flux level.

Taking this one stage further, the images can be recombined to achieve good signal to noise at all flux levels by
applying a correction factor to the thresholded image, and taking the thresholded image values in regions of low
flux, with the analogue image values in regions of high flux. We have applied this technique to our data, but the
correction factor is currently a simple approximation and needs further work, resulting in a slight discontinuity
of pixel values where there is a crossover. However, the resulting images are aesthetically very good and may be
useful for visual inspection of fields with a high dynamic range.

We are considering open sourcing the code base in the near future, and would welcome any statements of
interest. More information can be found at http://www.ast.cam.ac.uk/∼ts337/lucky.
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